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Abstract


The performance-based DISCOVER assessment aimed to identify gifted students is in the process of transition from field-testing to large-scale implementation. This paper deals with two sets of data. First, we present a study of interrater reliability within the DISCOVER Project team. Second research took place in a large school district implementing the DISCOVER assessment. Interrater agreement among the district team observers as well as agreement between the district observers and one of the DISCOVER team members was investigated. Observers from the research team demonstrated slightly lower level of agreement. Possible reasons of this somewhat surprising result are discussed.

Introduction

One of the many visible trends in student assessments is the shift from well defined multiple choice tests to assessments with more diverse content, incorporating open-ended problems and allowing varied forms for presenting answers, solutions, and products. Limited ability of traditional tests to predict future life success (Sternberg, 1997) and questions about their validity (Messick, 1994) have contributed to increasing attention to an "emerging paradigm" (Feldman, 1991) in assessment theory and practice. Archbald and Newmann (1988) introduced the term "authentic assessment" which together with "assessment in context" (Gardner, 1992) and "problem-based assessment" which Madaus and O'Dwyer (1999) traced back to 210 BC, have become trademarks of the new movement.

Proponents of new methods point out some advantages such as more natural setting of test problems, more comfortable (for students) assessment environment and similarity to real life problems. But no innovation comes to life easily: new techniques must be refined, tested, and evaluated before they are recommended and used on a large scale. Opponents of emerging assessment models among other issuesquestion validity of new testing techniques. They have very good reasons for these questions. The very nature of problems distinguishing recently introduced forms of testing creates a number of challenging situations for observers and evaluators. In many cases their work includes detailed multidimensional consideration of numerous products and processes. It takes a lot of expertise and courage to compare unlike or sometimes completely different results of students' work, weigh elegant simplicity against complex products and solutions with characteristics different from all imaginative and elaborate checklists.

In these circumstances the subjectivity of observers and evaluators and its influence on decisions (i.e., an interrater agreement or reliability) becomes an issue of utmost importance The list of methods designated to avoid problems related to subjective judgements is quite extensive. Rosenthal et al (1983) suggested using a single scorer to evaluate test protocols so one group of assessed students is subject to one consistent type of personal preferences. Raymond et al (1993) describe mathematical procedures for leveling individual ratings. Some developers search for open-ended problems that can be scored in traditional way.

New trends, although slowly,find their way into various branches of the educational tree. Identification of gifted children is no exception. We can mention the DISCOVER assessment (Maker, 1996). Plucker, Callahan, and Tomchin (1996) described an extensive study involved more than 1800 students assessed with a battery of thirteen performance-based tests. Reid, Udall, and Romanoff (1999) reported that more diverse population was identified using a performance-based assessment based on the theory of multiple intelligences (Gardner, 1983) compared to using traditional screening measures.


Disturbed by the underrepresentation of disadvantaged students in programs for gifted students C.J. Maker (1986) developed a theoretical framework for assessment identifying talented students regardlessof their cultural background and socioeconomic status. Further development of this framework led to the creation of the DISCOVER assessment.


The DISCOVER assessment is a performance-based assessment set up in the familiar classroom environment. Among ideas that shaped it are Gardner's (1983) theory of Multiple Intelligences, Getzels and Czikszentmihalyi's (1967) conception of problem types, and Renzulli's (1978) definition of giftedness. Based on the understanding that a gifted person is an individual able to solve problems in an effective, efficient, elegant, and economical way (Maker, 1993) the DICOVER assessment includes a range of problems to assess students' abilities in three out of the seven original intelligences identified by Gardner. In the first activity, students use brightly colored cardboard pieces and black plastic connectors (Pablo®) to make a variety of constructions. This is primarily a measure of the spatial-artistic domain. In the next two activities, students use tangram pieces. Each child is given three standard 7-piece sets of tangrams totaling 21 pieces. First, the observer at the table asks each student separately to count the Tangrams starting from certain number and also checks students' understanding of mathematical concepts. While one student is working on this logical-mathematical part of the assessment, other students can familiarize themselves with tangram pieces during free play. After all students have finished the Math activity, the spatial-analytical part of the DISCOVER assessment begins. Students use tangram pieces to make a large geometric shape and then solve increasingly more difficult puzzles.  The last activity conducted by observers is Storytelling. Each student receives a bag with seven toys (two people, two animals, two things, and a vehicle). First all students in turns use one of their animals to finish a story with a given beginning.  Then students take turns telling their own stories using some or all of their toys. This activity is intended as an assessment of oral linguistic ability. An open-ended activity storywriting allows a student to demonstrate written linguistic ability.

Although no tests are directed to assess other intelligences some information about bodily-kinesthetic, musical, and to a greater degree inter- and intrapersonal areas can be obtained during the five activities.

Developing ideas of Getzels and Czikszentmihalyi Schiever and Maker (1991) suggested a classification of problem types. It is based on a) clarity and completeness of problem situation description, b) information available to problem solver and presenter about method(s) of solution, and c) information about solution(s) itself. In its current form the classification defines five problem types. At one extreme of this classificationposition Type I closed, well defined problems with known single answer and known method of its finding. The opposite pole occupy Type V open-ended, ill-defined problems, with multiple answers and methods of solution still to be found.

The importance of the concept of problem types for DISCOVER assessment becomes evident when we consider Renzulli's definition of giftedness. According to this model three qualities characterize a gifted person: a) above average ability, b) creativity, and c) task commitment.Typical achievement tests are directed to identify mental ability (e.g. IQ) usually consist of type I and II problems. Creativity tests include type III-IV (sometimes V) problems. Inclusion of a broad range (types I through IV) of problems in the DISCOVERassessment enables evaluation of students' potential in a wider range of abilities.

The DISCOVER assessment for kindergarten children consists of one individual paper and pencil activity conducted with a classroom of students - Picture (a form of Storywriting), and four activities (spatial artistic, spatial analytical, Math, and Storytelling) in which a class is divided into small groups of students (4-5 at each table). A team of trained observers works with the class, one observer for each group of students. Observers rotate between activities so each student is watched by three different observers (Maker, 1996). The teacher leads all the activities reading general instructions, and if necessary interpreters repeat the instructions for ESL students or bilingual observers assess them.

Currently five ratings can be assigned to a student in each activity: W - wow, D- definitely (can solve problems efficiently, effectively, elegantly, and economically), P - probably, M - may be, U - unknown (strength in problem solving).

The DISCOVER assessment process primarily incorporates two techniques to reduce the drawbacks of expert evaluation. First, it is a criterion referenced assessment (i.e. all ratings are based on the same list of criteria) so all problem solving process observers a have a common base for initial judgements. Second, the final decision about students' ratings is made by a group of observers after debriefing, a discussion of the processes and products of all students in the classroom assessed.

The purpose of this research is to study the interrater agreement on the DISCOVER assessment conducted at a very important moment in every project's life - the transition from a research stage (field test) to larger-scale dissemination. This transition brings to life numerous questions and problems, which can either ruin ideas and methods underlying research or create new support for further development.

Since 1991 the DISCOVER assessment has been developed and field-tested by the DISCOVER project team based at TheUniversity of Arizona. Its various forms have been field-tested and applied to identify gifted students in numerous schools in the United States (in Arizona, California, Colorado, Kentucky, Minnesota, New Mexico, Oklahoma, and Wisconsin) situated in communities with diverse ethnic and economic populations. Limited but valuable experience was obtained abroad (Australia, Hong Kong, and Bahrain). Until recently, the DISCOVER project was implemented in rather isolated schools, classrooms, or groups of students. A modification of the DISCOVER assessment was used in the Charlotte-Mecklenburg (NC) school district (Reid and Romanoff, 1997). Finally, in 1998 a large school district began using the DISCOVER assessment as the only method for identifying gifted students. This event signified a notable change of scale in the DISCOVER assessment implementation. Differences between the DISCOVER assessment implemented by the DISCOVER team and the District team are the differences between a small-scale research applicationsand emerging real-life applications. In general the following indicators characterize the research stage:

· the team is rather small, its members do not change very often, and at least core members belong to the team for a long time,

· people applying methods and ideas often take part in their development,

· external applications take place under constant control of team members (very often they participate in the work of these external teams),

· applications are usually limited in scale, and

· team members have time to analyze, discuss and correct implementation procedures and underlying principles.

On the other hand with larger-scale applications the following are characteristics:

· much greater scales of application (for example 10 times more than in initial studies),

· either a relatively small team working constantly on application (this in general does not allow in depth self-analysis of the process) or a relatively large team (with many members participating in the work only occasionally), and

· limited control of the implementation process by the idea and method creators.

Obviously, other possible points of comparison exist. Nevertheless we already can draw a line between the two teams implementing the DISCOVER assessment.

Two studies were conducted in November of 1999 and February 2000 to investigate interrater reliability of the DISCOVER assessment. The former took place in one of the DISCOVER project collaborating schools, the latter occurred in two schools observed by the District team.

Differences in nuances of the two studies as well as variations in the ways the DISCOVER assessment was applied by the two teams do not allow comparison of interrater agreement directly, however, results from the both studies will be discussed together since their implications are independent.

Study one. The DISCOVER team

Research Question

What is the level of interrater agreement within the DISCOVER team?

Method

Participants. Five observers from the DISCOVER team which works under the guidance of the originator of the DISCOVER project participated in the study. All members had at least one and a half years of experience with the project, and have participated in assessment of children from various backgrounds, ages, and environments. Many members have published and/or presented atconferences in reference to the project and assessment. At the same time they mostly worked with schools (rather than districts). These schools volunteered to participate in the project on a long-term basis.

Two of the participants were DISCOVER site coordinators, and two were graduate assistants. One observer worked closely with the DISCOVER team for two years but formally was not a member of the Project. Observers' experience in the DISCOVER assessment ranged from one year and a half to two years. Griffith (1995) set three levels of experience with the DISCOVER assessment:

· 1-10 assessments - novice observer,

· 11-20 assessments - experienced observer, and

· over 20 assessments - expert observer.

All participants of this study fit in the expert category.

Two site coordinators for DISCOVER played roles of silent as well as target and regular observers. The graduate assistants were only target or regular observers.

Setting. The observations were conducted during three days in November 1999. Three kindergarten classes in one of the DISCOVER Project sites were assessed. The school is situated in a large Southwest city in predominantly Hispanic low SES neighborhood.

Procedure. This study in its major details followed the procedure described by Griffiths (1995). Duringeach activity students at one of the tables were viewed by two observers. Both observers were taking notes on students' work, but only one of them (target observer) interacted with students. The second (silent) observers participated in the debriefing process, but only listened to the discussion. Each day one observer worked as the silent observer, changing target observers after each activity. Two types of ratings given by target and silent observers (before- and after-debriefing) were subject to comparison.

Assignment of before-debriefing ratings is not a part of the usual DISCOVER procedure.  Very often observers form their preliminary opinions about the comparative strength of students' performance before the formal debriefing process. These initial ratings may be expressed not only in rigid terms of the DISCOVER rating systems (W, D, P, M, U) but also as less definitive "the most interesting story at my table" or "my best Pablo construction was". During this study target and silent observers recorded their preliminary ratings using the DISCOVER formal system before debriefing. They could not share these ratings with each other or with other observers. Only the target and silent observer gave before-debriefing ratings. The purpose of this additional procedure was to gain information about the role of the debriefing process in decision-making.

The debriefing process also differed from the typical DISCOVER procedure. Usually observers first present performances they consider being candidates for a D rating, then P and so on. After that, final ratings are assigned in the course of discussion. For this study all observers in turns described their students in the order they appeared in the observers' notes. During the discussion, participants did not specify students' names nor they express their preliminary rating decisions. The purpose of this procedure was to enable the silent observer to compare the performance of her or his students to the class as a whole without knowing the rating assigned by the target observer. Here is an example of a description (Pablo debriefing): "Student A in my group for the final problem created a bird, which this student described as an ostrich (here is a photo). The construction was 3-dimensional, it consisted of 8 pieces, and thestudent demonstrated movement of the neck. The student first decided what to do and then was deliberately searching for appropriate pieces." Target and silent observers gave their after-debriefing ratings after all students' works were, presented but before the team began the discussion about ratings.
Results. Discrepancy between observers as well as before- and after-debriefing rating never exceeded one category (that is no student received, for example, a D rating from one observer and an M rating from the other; none of the observers changed his or her opinion from, for example, U to P). Results are presented in Table 1. Storytelling results from the third day are not included because all but two students in the class told their stories in Spanish. Thesestories were rated later by a Spanish-speaking observer. In two cases, the target observers did not give before-debriefing ratings, one time for the Pablo activity and one time for Storytelling. Only after-debriefing ratings for these cases were includedin the analysis.


Table 2 shows how often observers changed their rating as a result of the debriefing process. This intra-rater consistency information, although was not in the focus of this study, helps to create a better picture of observers' behavior. In general, silent observers changed their opinions more frequently than target observers -- fifteen times out of thirty-eight compared to five times out of thirty-one.


Assignment of "D" and "W" ratings plays a special role in the DISCOVER assessment. None of the observers gave a "W" rating while in eight cases received "D" before- and after-debriefing ratings from silent and target observers. In one case all four ratings (before- and after-debriefing by the silent and target observers) were "D" for a mathperformance. Two times target observers had for math before- and after-debriefing ratings "P" while silent observers hold to "D" ratings. Two Pablo performances received two "D" ratings from target observers when silent observers changed their decision from "P" to "D". Also in two Pablo cases silent observers decreased ratings after debriefing from "D" to "P", while one target observer gave two "P" rating and the other gave only after-debriefing rating of "P". One student received a "D" rating for Storytelling. Both observers changed their opinion from "P" to "D" after debriefing.


 For performances evaluated with at least one "D" target and silent observers agreed five time out of seven (71%) for before-debriefing ratings and six times out of eight (75%) for after debriefing ratings. Target observers changed their initial opinion one time out of seven (14%) and silent observers five times out of eight (62.5%). The target observer upgraded the rating while silent observers upgraded ratings three times and downgraded ratings twice.

Study two. The District team

Research Questions

What is the level of interrater agreement within the District team?

What is the level of interrater agreement between the District team and a representative of the DISCOVER team as an external observer?

Method

Participants. Eleven observers from the District team participated in the study; two of them performed roles of silent observers. Observers' experience with the DISCOVER assessment ranged from three months to one year and four months. Observers were trained by local specialists who, in turn, were trained by the principal investigator of the DISCOVER Project in the beginning of the school year. Participating observers were a part of a large group (at times up to seventy) of observers employed by the district to assess all kindergartners and second graders. All participants both from the District and the DISCOVER teams were expert observer (had participated in more than twenty assessments).


I was the only participant from the DISCOVER team and both days was a silent observer.

Setting. The study took place in an urban school district in the Midwest in February 2000. This was the second consecutive year the district used the DISCOVER assessment to identify gifted students. Significantethnic diversity characterizes the district. The two largest groups, almost equal in number at the elementary level are white and Asian (predominantly Hmong) students. Two other major groups are Hispanic and African-American.

Kindergarten students in twodifferent schools situated in different, predominantly low SES neighborhoods were assessed. Two days when this study was conducted were the last two days of the assessment in the district. The total number of assessed students exceeded 7 000.

Procedure. The procedures in this study were the same as those in study one except for the following processes. Silent observers stayed with one group of students through all activities. Different observers joining this group for each activity performed the role of target observers. There were two silent observers working in the same classroom but with different groups of students during the first day of the study. The second day, the District and the DISCOVER team observers worked in different classrooms.

During debriefing, each student was discussed (without presenting names) in turns and given a "preliminary" final rating. This means that the second observer had some information about the target observer's opinion. In case of disagreement, ratings could be adjusted after all students' works were presented.

The District team used a modified form of Observation Notes and Behavioral Checklists. These new forms designed and field-tested by the DISCOVER project have significantly better typographical quality and improved layout. Although some items on the forms were regrouped for convenience, the content remained almost the same. These new forms were devised by the DISCOVER team, but the team itself used the old forms because we are at the end of a three-year research program.

The District team used an alternate form of the tangram assessment developed and tested by the DISCOVER Project. DISCOVER puzzle booklet consisted of six pages, and the challenge page was handed to students who completed the booklet. The District team booklet included the challenge page as page number 7. The teams used different booklets and challenge pages. The puzzles had comparable difficulty, but differed slightly in the way the difficulty increased. The District team pages increased gradually frompage 1 to page 7. On the contrary, the list of DISCOVER team pages from the easiest to hardest (based on data collected over several years) was different: 1, 2, 4, 3, 5, 6, 7 (challenge).

There was a difference in the first part of the storytelling activity due to the fact that the District team used an alternate form of the DISCOVER assessment developed concurrently with the tangram alternate form. The most important part is the final story and what's going on before can be considered as a warm-up. Prior to asking students to tell stories DISCOVER uses a "which-and-how" activity. Students are asked to pick up toys that are the same and explain how they are the same. Student's performance during this part counts in rating assignment, but has less importancethan stories. The District team used a mini-story technique as a warm-up. Each student selects an animal from their toy bag and observer gives the beginning of the story and asks students to continue the story individually. The way the District team observers maintain this part allows each student to say only one-two sentences. Partially, it is explained by strict time constraints that this team experiences.

Results. In the District study as well as in the DISCOVER team study, differences between target andsilent observers' ratings and before- and after-debriefing ratings did not exceed one category. Overall, the District study was characterized by a higher level of agreement between observers. Observers also were less prone to change their opinion after the debriefing process. Tables 3 and 4 present inter- and intra-rater agreement when the DISCOVER team participant was the silent observer. Tables 5 and 6 represent inter- and intra-rater agreement when both the target and silent observer were from the District team.


None of the students received a "W" rating. In five cases "D" ratings were assigned on different stages of the process. For one tangram and one math performance the District target and silent observers gave four "D's". In the case of Pablo the District target observer assigned two "D's" and the silent observer rated the same performance with two "P's". Two students had "D" ratings when the silent observer was a DISCOVER team member. For a tangram performance the District target observer gave twoa "D" before and after debriefing while the silent observer both times gave a "P". One math performance was not rated by a target observer but the team after debriefing assigned a "D". The silent observer in this case gave a "P" two times.

Discussion


Before discussing the results we wish to note that both studies were subject to limitations in design. Unfortunately, the comparison of preliminary as well as after-debriefing ratings does not give a precise picture of the closeness of observers’ opinions. Target and silent observers had to assign ratings only to students they had been observing without knowing the picture of the whole class performance. Using three to five students as a reference point versus twenty or twenty-five can lead to noticeably different results. Preliminary ratings also were assigned without debriefing -- a very important part of the DISCOVER assessment.


Although the debriefing process was modified to reduce undesired influence on silent observers, these modifications did not eliminate unwanted information exchange completely. Even though students' names were not used during discussions, silent observers had little difficulty in identifying students described by target observers. Thus silent observers did not know ratings considered by target observers but knew characteristics they noticed in each student's performance. This information could influence silent observers' after-debriefing decisions.


The two teams had very different experience during these studies. In the case of the District team, the District team procedures were followed as closely as possible. Initial discussions with local observers and team leaders showed that any changes would compromise the validity of the assessment process. The two days when the study was conducted were the last two days of assessing the whole district. Observers had worked for months following certain procedures every day; therefore introduction of even the slightest changes would have required retraining. To preserve the intrinsic behavior of local observers we had to give up some possibilities for analysis.


The DISCOVER team decided to eliminate as much subjectivity as possible. As a result on the first day of the study the debriefing process lasted three times longer than usual. Participants expressed their frustrations because they had to control what they say thoroughly and could not express their ideas as easily as during typical debriefing.


A confounding influence on the District team may have been introduced because I had conversations with local observers before we started the assessments. We discussed some differences in the ways two teams use the DISCOVER assessment. Since I was a representative of the team that developed the assessment my words were taken as the "ultimate truth". My observation showed that some District team members tried to implement their new knowledge immediately, and mixed the two approaches. On the second day a group of observers I never met before conducted the district-district part of the research. They had considerably higher levels of both inter- and intra-rater agreement. These informal field notes about both teams show that an assessment must be authentic not only for children but also for the observers.

Another possible source of higher agreement among the District team was the change, in the assessment procedures made for the purpose of simplification. We will give a detailed description of these differences.

Assessment

Pablo. Due to time constraints the District team eliminated two activities designed to assess spatial artistic abilities. Another difference occurred as a result of financial difficulties of the District team. They ran out of film and could not take pictures of students' products, thus in debriefing discussions they were forced to rely completely on observers' drawings. The DISCOVER team made drawings, Polaroid pictures and digital photographs. Otherwise, both teams used the same tasks and the same procedures.

Math. The main difference between two procedures in math was that the DISCOVER teamasked students to answer questions at the table, which allowed observers to watch other students playing with tangrams. The District team picked up one student at a time and worked with them out of the table individually. With ESL (all Spanish speaking) students having difficulties with counting in English, the DISCOVER team provided an opportunity to count in their native language while working with an interpreter. With the District team, students were expected to count in English. Another difference wasin recording students' answers when counting. The District team recorded them in a yes-no while the DISCOVER team recorded what students did in a more detailed manner. For example, if students counted correctly from 4 to 6, 1 to 21, 3 to 22, and so on, itwas represented in the observer notes and later taken into account during debriefing.

Tangrams. An outline of the tangram activity for both teams was the same. First, students are asked to make a shape (observers hold pictures of the shape) using as many pieces as they can. Then observers gave students puzzle booklets with outlines of shapes to cover with tangrams. The instructions observers gave to students were the same.

Two major differences took place in observers' behavior. First, the District team observers almost never gave clues to students; cases when observers gave advanced clues to struggling students were rare. On the contrary, in DISCOVER team assessed classrooms; sometimes half the students could have specific (advanced) clues on later pages.Second, the District team perceived the tangram activity as absolutely silent. No interaction was allowed between students. Frequently observers separated students using their clipboards.

Storytelling. Three major differences are seen in this activity. While DISCOVER uses toys from various sources, the District team uses Lego® toys, which are more structured and provide additional possibilities for connecting separate pieces. Second, the DISCOVER team tries to maintain the storytelling process as a group activity. This means that observers encourage students to tell stories at the table, so others can listen and even participate. Only if students fell uncomfortable telling a story in front of others does an observer invite this student to go to a quiet placein the classroom or outside. Sometimes students choose to tell a story to a tape recorder, without the presence of an observer. The District team, on the contrary, always takes students who are telling a story away from the table. This also means that they can't observe the other students' interaction while one is telling a story.

Debriefing

Math. The District team did not debrief math at all. They had prescribed levels of performance to assign ratings: four correct answers - D, any three - P, any two - M, and one - U. The DISCOVER team did not have strict criteria set in advance, included the exact way students did counting in the debriefing process and native language counting performance for ESL students.

Tangrams. The District team had almost as rigid criteria for tangram ratings as for math. Six or seven completed pages meant a W rating, five - D, four - P, three - M, and everything below - U. Partially due to the fact that the majority of the students did not make shapes at all or used very few pieces(mostly three) to construct them, the team practically excluded the shape constructing part from their debriefing process. This team also did not discuss students' process of solving tangram problems; instead they concentrated on products (number of pages). The DISCOVER team put almost equal weight to performance on the shape and booklet parts of the tangram assessment. This procedure was supported by relatively better average performance in one shape rather than the other. The ratings were not tied completely to the number of pages finished. Such factors as time spent on each page, clues required to solve problems, students' problem solving techniques (their processes) also contributed to decision-making.

Storytelling. Storytelling debriefing processes ofboth teams were very similar. They concentrated on characteristics of the stories. The only obvious difference was due to different observation procedures. Since the DISCOVER team gave students more time during the warm-up part, this information was usedin making decisions. Some students had better warm-ups than final stories.


One of the interesting findings of the DISCOVER team study was considerably high level of disagreement in pre-ratings, especially for the Pablo activity. These findings contradict Griffiths (1995) results where experienced observers' agreement situated in .90-1.0 range and agreement of novice observers ranged from .46 to .89. Pablo level of agreement .25 between experienced observers is especially surprising. On the other hand thisfinding supported the critical role of the debriefing process in the DISCOVER assessment. In case of the DISCOVER team overall level of agreement increased after debriefing from 52 to 84 percent. The surprising 75 percent disagreement gap for Pablo shrank to zero. At the same time the remaining level of disagreement shows that observers do not just give up their opinions due to the team discussion tendencies.


The District team demonstrated higher level of agreement, especially for before-debriefing ratings. It seems, that one of the factors contributing to this was that the District team members had more recent and regular assessment experience than the DISCOVER participants. Also the District team concentrated only on one part of the DISCOVER Project -- the assessment, while the DISCOVER team is involved in a much broader range of activities. One of these activities that might affect the level of agreement is the further development of the DISCOVER Project. Almost every assessment brings new information and leads to some new ideas and possible modifications. These ideas are frequently tested and if proven to be useful, accepted. This process, while improving the assessment, requires every team member to adjust frequently and quickly and sometimes switch from one version of the assessment to another.


In conclusion we can point out some possible directions for further research. One of them is the increase of interrater agreement level as an effect of large-scale implementation changes. Another question is what changes in an assessment are necessary and when do adjustments to local conditions start to compromise the tool? The following research may reveal the "minimal" DISCOVER assessment model. The same group of students is tested first with an abridged version of the assessment and then using the full version. Various parts of the assessment can be eliminated in different classrooms.
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Table 1

Agreement between DISCOVER target and silent observers on before- and after-debriefing ratings
	
	Before debriefinga
	nb
	After debriefinga
	nb

	Math
	40
	10
	6
	10

	Pablo
	25
	8
	100
	11

	Storytelling
	67
	3
	100
	7

	Tangrams
	80
	10
	80
	10

	Total
	52
	31
	84
	38


a - percent of equal ratings

bn - number of ratings given

Table 2

Intra-rater agreement of DISCOVER team for before- and after-debriefing ratings
	
	Target observersa
	nb
	Silent

observersa
	nb

	Math
	90
	10
	70
	10

	Pablo
	88
	8
	36
	11

	Storytelling
	33
	3
	71
	7

	Tangrams
	90
	10
	70
	10

	Total
	84
	31
	61
	38


a - percent of equal ratings

bn - number of ratings given

Table 3

Inter-rater agreement between DISCOVER and District teams for before- and after-debriefing ratings (silent observer from the DISCOVER team)

	
	Before debriefinga
	nb
	After debriefinga
	nb

	Math
	100
	10
	100
	5

	Pablo
	100
	10
	100
	5

	Storytelling
	60
	10
	60
	10

	Tangrams
	90
	10
	90
	10

	Total
	88
	40
	83
	30


a - percent of equal ratings

bn - number of ratings given

Table 4

Intra-rater agreement in DISCOVER silent observer and District team for before- and after-debriefing ratings

	
	Target observersa
	nb
	Silent

observersa
	nb

	Math
	100
	5
	100
	10

	Pablo
	100
	5
	100
	10

	Storytelling
	70
	10
	70
	10

	Tangrams
	100
	10
	100
	10

	Total
	90
	30
	93
	40


a - percent of equal ratings

bn - number of ratings given

Table 5

Inter-rater agreement between District target and silent observers on before- and after-debriefing ratings

	
	Before debriefinga
	nb
	After debriefinga
	nb

	Math
	75
	4
	75
	4

	Pablo
	63
	8
	75
	4

	Storytelling
	88
	8
	100
	8

	Tangrams
	88
	8
	100
	4

	Total
	78
	28
	89
	20


a - percent of equal ratings

bn - number of ratings given

Table 6

Intra-rater agreement of District team for before- and after-debriefing ratings

	
	Target observersa
	nb
	Silent

observersa
	nb

	Math
	100
	4
	75
	8

	Pablo
	75
	4
	88
	8

	Storytelling
	100
	8
	88
	8

	Tangrams
	100
	4
	88
	8

	Total
	95
	20
	85
	32


a - percent of equal ratings

bn - number of ratings given

